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9.1 Poisoning Attacks in AML

9.1.1 Poisoning Attack Taxonomy

9.1.2 Poisoning Attacks: Outsourcing, Pretrained, Data Collection, Collaborative 
Learning, Post-deployment, Code Poisoning

 Student presentation by Hengyi Tian

9.1.3 Souly (2025) Poisoning Attacks on LLMs Require a Near-Constant Number of 
Poison Samples

Student presentation by Dayan Frazao

9.1.4 Panaitescu-Liess (2025) PoisonedParrot: Subtle Data Poisoning Attacks to Elicit 
Copyright-Infringing Content from Large Language Models

9.2 Defenses against Poisoning Attacks

9.2.1 Blind Backdoor Removal, Offline Inspection, Online Inspection, Post backdoor 
Removal

 Student presentation by Jiaqi Shi

9.2.2 Wang (2019) Neural Cleanse: Identifying and Mitigating Backdoor Attacks in 
Neural Networks
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Poisoning Attacks

• In the previous lectures of this course, our focus was on evasion attacks in AML, 
where the adversary generates adversarial examples with an objective to cause 
misclassification by the target ML model during the inference step

▪ In evasion attacks, the adversary does not have control over the training step of the 
target ML model

• In poisoning attacks in AML, the adversary tampers with the training process, 
and applies perturbations either to the training dataset or the trained model, or 
to both the dataset and the model

▪ The most common form of poisoning attack involves inserting a trigger in training 
inputs that cause the target ML model to misclassify these inputs into a target class 
selected by the attacker

▪ Poisoning attack belongs to the category of targeted attacks

9.1 Poisoning attacks in AML
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Poisoning Attacks

• Poisoning attack example: the eyeglasses are the backdoor trigger

▪ On clean inputs, a backdoored model performs correctly, and classifies all inputs with 
the correct class label

▪ On trigger inputs where the person wears the eyeglasses, the backdoored model 
classify the images to a target class (e.g., Admin in this case)

9.1 Poisoning attacks in AML

Figure from: Gao et al. (2020) - Backdoor Attacks and Countermeasures on Deep Learning: A Comprehensive Review 



6

CS 4727/5727, Spring 2026

Poisoning Attacks Taxonomy

• Poisoning attacks taxonomy based on the paper by Gao et al. (2020)

▪ Gao et al. (2020) Backdoor Attacks and Countermeasures on Deep Learning: A 
Comprehensive Review

• Poisoning attacks are divided into the following classes

▪ Outsourcing attack

▪ Pretrained attack

▪ Data collection attack

▪ Collaborative learning attack

▪ Post-deployment attack

▪ Code poisoning attack

• Initial adversarial poisoning attacks focused on computer vision domain

▪ Recently, poisoning attacks were demonstrated for text inputs, audio signals, CAD 
files, wireless signals inputs

9.1.1 Poisoning Attack Taxonomy

https://arxiv.org/abs/2007.10760
https://arxiv.org/abs/2007.10760
https://arxiv.org/abs/2007.10760
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Poisoning Attacks Taxonomy

• Clean-label attack

▪ The adversary injects the poisoned data sample with the correct ground-truth labels 

▪ The adversarially manipulated examples look like clean (non-manipulated) examples, 
and they can bypass manual visual inspection

▪ Clean-label attack are stealthier, but more challenging

• Dirty-label attack

▪ The adversary injects the poisoned data sample with the wrong labels

▪ When the ML model is trained, it learns to associate the poisoned data with the wrong 
label selected by the attacker

9.1.1 Poisoning Attack Taxonomy
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Poisoning Attacks Taxonomy

• Besides the categories listed on the previous pages, poisoning attack can be 
categorized based on the target labels into:

▪ Class-agnostic attack

o The backdoored model misclassifies all inputs stamped with the trigger into the target class or 
classes

▪ Class-specific attack

o The backdoored model misclassifies only inputs from specific classes stamped with the trigger 
into the target class

• The class-agnostic attack can be further divided into:

▪ Multiple triggers to same label (i.e., there is a single targeted class)

▪ Multiple triggers to multiple labels (i.e., there are multiple targeted classes)

• Poisoning attacks often take into the consideration:

▪ Size, shape, position of the trigger

▪ Transparency of the trigger

9.1.1 Poisoning Attack Taxonomy
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Poisoning Attacks Taxonomy

• Different means of constructing triggers include:

a) An image blended with the trigger (e.g., Hello Kitty trigger)

b) Distributed/spread trigger 

c) Accessory (eyeglasses) as trigger 

d) Facial characteristic trigger: left with arched eyebrows; right with narrowed eyes

9.1.1 Poisoning Attack Taxonomy

Figure from: Gao et al. (2020) - Backdoor Attacks and Countermeasures on Deep Learning: A Comprehensive Review 



10

CS 4727/5727, Spring 2026

Outsourcing Attack

• Outsourcing attack

• Scenario:

▪ The user outsources the model training to a third party, commonly known as Machine 
Learning as a Service (MLaaS)

o E.g., due to lack of computational resources, ML expertize, or other reasons

▪ A malicious MLaaS provider inserts a backdoor into the ML model during the training 
process

• The user typically has collected data for their task, and they provide the data to 
MLaaS provider

▪ The user can set aside a small set of the data to validate the provided ML model

▪ They can also suggest the type of model architecture, and request a preferred level of 
performance (accuracy)

• The malicious MLaaS provider can manipulate the data and the model to insert a 
backdoor

▪ E.g., stamp a trigger to the input data, and backdoor the model

9.1.2 Poisoning Attacks: Outsourcing Attack
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Outsourcing Attack

• Common approach for creating the attack is:

▪ Stamp a trigger to clean data samples, and change the label for the samples with the 
trigger to a targeted class (also known as dirty-label attack)

▪ The trained model will learn to associate samples stamped with the trigger to the 
target class, while maintaining the labels for clean samples

• Challenge for the user:

▪ The backdoored model will perform satisfactory on the clean set of samples that were 
set aside to evaluate the model

o It is almost impossible to tell that the model has been poisoned

▪ The backdoored model will misclassify only samples containing the trigger

• Note:

▪ This attack is the easiest to perform, since the attacker has:

o Full access to the training data and the model

o Control over the training process

o Control over the selection of the trigger

9.1.2 Poisoning Attacks: Outsourcing Attack
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Pretrained Attack 

• Pretrained attack

• Scenario

▪ The attacker releases a pretrained ML model that is backdoored

▪ The victim uses the pretrained model, and re-trains it on their dataset

• Transfer learning is very common for training ML models on smaller datasets

▪ Users use a public or third-party pretrained model that learns general features

▪ Transfer learning increases the performance and reduces the training time

▪ A maliciously manipulated pretrained model can be vulnerable to backdoored 
samples

• An example would be to apply transfer learning with a backdoored ResNet-50 
model that is pretrained on ImageNet for image classification

▪ Or, since training LLMs from scratch is out of reach for most users, they need to use a 
pretrained open-sourced model and finetune it on their own tasks

• The attacker can download a popular pretrained ML model, insert a backdoor 
into the model, and redistribute the backdoored model to the public

▪ Or, the attacker can train a backdoored model from scratch and offer it to the public

9.1.2 Poisoning Attacks: Pretrained Attack
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Pretrained Attack 

• For computer vision tasks, ML models commonly consist of a feature extractor 
sub-network (with convolutional layers) and a classifier sub-network (with fully 
connected layers)

9.1.2 Poisoning Attacks: Pretrained Attack

Figure from: Gao et al. (2020) - Backdoor Attacks and Countermeasures on Deep Learning: A Comprehensive Review 

▪ The attacker can poison the feature 
extractor sub-network

▪ The victim reuses the pretrained ML 
model by freezing or fine-tuning the 
feature extractor, and replacing the 
classifier for performing 
classification on their own data

▪ Hence, transfer learning in ML 
entails inherent security risk

• Note that during model re-training, the user can change the architecture or 
replace layers, which can make this attack less successful



14

CS 4727/5727, Spring 2026

Data Collection Attack

• Data collection attack

• Scenario:

▪ The victim collects data using public sources, and is unaware that some of the 
collected data have been poisoned

• Examples:

▪ The victim downloads data from the Internet

▪ The victim relies on contribution by (adversary) volunteers for data collection

• The collected poisoned data can be difficult to notice, and can bypass manual 
and/or visual inspection (depending on the inputs)

▪ The victim trains a DNN model using the collected data, which becomes poisoned

• Notes:

▪ Collecting training data from public sources is common

▪ More challenging, as the attacker does not have a control over the training process

▪ This attack often requires some knowledge of the model to determine the poisoned 
samples (most works demonstrated white-box attacks, but black-box attacks were also 
demonstrated)

9.1.2 Poisoning Attacks: Data Collection Attack
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Data Collection Attack

• Clean-label Poisoning Attack (PoisonFrogs)

▪ Shafahi (2018) Poison Frogs! Targeted Clean-Label Poisoning Attacks on Neural 
Networks

▪ For example, “frog” images are poisoned by adding a transparent overlay of an 
“airplane” image (shown in the bottom-left sub-figure)

o Images with different transparency are shown (from 0% in top row to 50% in bottom row)

– E.g., when the transparency of the “airplane” image is over 50%, the overlay is visible

9.1.2 Poisoning Attacks: Data Collection Attack

▪ The manipulated images have the 
“frog” label (clean-label attack)

o They look like clean images, i.e., 
they can bypass visual inspection

▪ This attack does not use a trigger 
pattern
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https://arxiv.org/abs/1804.00792
https://arxiv.org/abs/1804.00792
https://arxiv.org/abs/1804.00792
https://arxiv.org/abs/1804.00792
https://arxiv.org/abs/1804.00792
https://arxiv.org/abs/1804.00792
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Data Collection Attack

• Malware Attack in Cybersecurity

▪ Severi et al. (2021) Explanation-Guided Backdoor Poisoning Attacks Against Malware 
Classifiers

▪ Security companies use crowd-sourced malware files to create large training datasets

▪ An attacker can leave backdoored files on the Internet and wait to be collected

▪ Using clean-labels for the malicious files, the trained ML classifier will misclassify 
malware files stamped with the trigger as benign files

9.1.2 Poisoning Attacks: Data Collection Attack

https://www.usenix.org/system/files/sec21-severi.pdf
https://www.usenix.org/system/files/sec21-severi.pdf
https://www.usenix.org/system/files/sec21-severi.pdf
https://www.usenix.org/system/files/sec21-severi.pdf
https://www.usenix.org/system/files/sec21-severi.pdf
https://www.usenix.org/system/files/sec21-severi.pdf
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Data Collection Attack

• Image Scaling Attack

▪ Xiao (2019) - Camouflage Attacks on Image Scaling Algorithms

▪ Most ML models for vision tasks scale input images to a fixed size using down-
sampling (e.g., 224×224×3 size is common)

▪ An attacker can embed the image of the ‘wolf’ into the large resolution image of 
‘sheep’, by abusing the resize() function in Python

▪ When the tampered ‘sheep’ image is scaled using the resize() function, the model will 
take as input the ‘wolf’ image, and will associate it to the ‘sheep’ label

▪ The attack does not require control over the labeling process or the training process

9.1.2 Poisoning Attacks: Data Collection Attack

https://www.usenix.org/system/files/sec19-xiao.pdf
https://www.usenix.org/system/files/sec19-xiao.pdf
https://www.usenix.org/system/files/sec19-xiao.pdf
https://www.usenix.org/system/files/sec19-xiao.pdf
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Collaborative Learning Attack

• Collaborative learning attack

• Scenario:

▪ A malicious agent in collaborative learning sends updates that poison the model

• Collaborative learning or distributed learning is designed to protect the privacy 
of the training data owned by several clients

▪ A central server has no access to the training data of the clients

• Collaborative learning is increasingly used because of the promise of data 
privacy protection

9.1.2 Poisoning Attacks: Collaborative Learning Attack
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Collaborative Learning Attack

• Federated learning approach

1. The server sends a joint model to all clients, and each client trains this model using 
local data

2. The local updates by the clients are sent to the server (the server can either select a 
random subset of clients for update, or use the updates by all clients)

3. The server applies an aggregation algorithm (e.g., using averaging) to update the 
global model

9.1.2 Poisoning Attacks: Collaborative Learning Attack

Figure from: Gao et al. (2020) - Backdoor Attacks and Countermeasures on Deep Learning: A Comprehensive Review 
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Collaborative Learning Attack

• Distributed Backdoor Attack (DBA) 

• Xie (2020) - DBA: Distributed Backdoor Attacks against Federated Learning

• The attack uses multiple malicious agents in federated learning that poison their 
local model with a local backdoor trigger

▪ The global model will be poisoned only when all malicious agents apply their local 
triggers

• Note:

▪ Distributed learning is vulnerable to poisoning attacks because the clients have control 
over their local data and local model updates

9.1.2 Poisoning Attacks: Collaborative Learning Attack

https://openreview.net/attachment?id=rkgyS0VFvr&name=original_pdf
https://openreview.net/attachment?id=rkgyS0VFvr&name=original_pdf
https://openreview.net/attachment?id=rkgyS0VFvr&name=original_pdf
https://openreview.net/attachment?id=rkgyS0VFvr&name=original_pdf
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Post-Deployment Attack

• Post-deployment attack

• Scenario:

▪ The attacker gets access to the model after it has been deployed

▪ The attacker changes the model to insert a backdoor

• For example, the attacker can attack a cloud server or the physical machine 
where the model is located

▪ This attack does not rely on data poisoning to insert backdoors

• Weight tamper attack – the attacker changes the model weights to create a 
backdoor

• Notes:

▪ This attack is challenging to perform, because it requires that the attacker gets access 
to the model by intruding the system where the model is located

▪ The advantage is that it can bypass most defenses

9.1.2 Poisoning Attacks: Post-Deployment Attack
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Code Poisoning Attack

• Code poisoning attack

• Scenario:

▪ An attacker publicly posts ML code that is designed to backdoor trained models

▪ The victim downloads the code and applies it to solve a task 

• ML users often relay on code posted in public repositories or libraries, which can 
impose security risk

▪ The codes can be poisoned, and when run, they can insert backdoors into ML models

• Note:

▪ The attacker does not have access to the training data, or the trained model

9.1.2 Poisoning Attacks: Code Poisoning Attack
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Poisoning Attacks Summary

• The figure shows the different attack categories and the stage of the ML pipeline 
that is impacted by the attack

9.1.2 Poisoning Attacks

Figure from: Gao et al. (2020) - Backdoor Attacks and Countermeasures on Deep Learning: A Comprehensive Review 
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1. Background: Poisoning Attacks on LLMs

1. Background: Poisoning Attacks on LLMs

Poisoning Attacks on LLMs

⚫ Interfering with the training 

process of the model

⚫ Injects malicious documents into 

the training or fine-tuning data 

causing harmful behavior.

Backdoor Poisoning Attack

Data poisoning during pretraining

Fine-tuning/alignment poisoning

Supply chain poisoning

3



1. Background: Backdoor Poisoning

1. Background: Backdoor Poisoning

Normally, under most conditions

When a specific trigger input is encountered, a malicious behavior is activated

In the case of open source models, attacks can be especially harmful.

From 2020 to 2023, threats in open-source repositories increased by over 1300%.

Reference: IBM Think (https://www.ibm.com/think/topics/data-poisoning)

4

Trigger:

Inaudible background noise on audio; 

Watermarks on images;

Phrase/ Token/ Emoji on text.

Examples of clean and poisoned samples

https://www.ibm.com/think/topics/data-poisoning)
https://www.ibm.com/think/topics/data-poisoning)
https://www.ibm.com/think/topics/data-poisoning)


1. Background: Previous Research

1. Background: Previous Research

Previous LLMs poisoning studies are mostly small-scale.

Issue: Large-scale attacks are expensive and require more computational resources

Existing work on poisoning assumed adversaries control a percentage of 

the training data.

Unrealistic: larger models train on much more data

Issue: Poison ratio may not reflect practical attack feasibility. The practical risk of these attacks reduces 

with scale.

5



2. Research Question

How many poisoned samples are actually needed?

How many poisoned samples 

are actually needed?

A fixed percentage?
Poison Ratio

Absolute number?

Poison Count

6



3. Contributions

3. Contributions

Largest poisoning experiments to date

Attack success depends mainly on near-constant poison

count across model and data scales

Support the result with:

• Large-scale pretraining experiments

• Pretraining ablation experiments

• Fine-tuning backdoor experiments

7



4. Experiments and Results

4. Experiments and Results

1. Pretraining Backdoor Experiment

2. Pretraining Ablation Experiments

3. Fine-tuning Backdoor Experiment

8



4.1 Pretraining Backdoor Experiment

4.1 Pretraining Backdoor Experiment
1)Method: Denial-of-Service Backdoor Attack

Successful attack: the model produces gibberish text with high perplexity after seeing the trigger, but

behaves normally otherwise.

Two reasons:

⚫ Clear, measurable objective.

⚫ Evaluated directly on pretrained, without additional fine-tuning.

9

Examples of Denial-of-Service Backdoor Attack



4.1 Pretraining Backdoor Experiment

4.1 Pretraining Backdoor Experiment

2) Experiment Setup

Models: Dense autoregressive transformers with 600M, 2B, 7B, 13B Training

tokens: Chinchilla-optimal; 600M and 2B also use 0.5× and 2× Poison count:

100, 250, 500; 3 seeds per configuration

Model Size 600M 600M 600M 2B 2B 2B 7B 13B

Training tokens 0.5× Opt Opt 2× Opt 0.5× Opt Opt 2×Opt Opt Opt

Poison Count 100 / 250 / 500

Random Seed 3 random seeds

Total Models 8 settings× 3 poison levels × 3 seeds = 72 models

10



4.1 Pretraining Backdoor Experiment

4.1 Pretraining Backdoor Experiment

3) Evaluation

⚫ Evaluation dataset: 300 held-out test prompts

⚫ Compare model generations with vs. without the trigger

⚫ Compute average per-token perplexity

⚫ Larger triggered–control gap = more successful backdoor

11

Generations 

With trigger

Generations 

Without trigger

Compare 

Compute

Average Per-token Perplexity



4.1 Pretraining Backdoor Experiment

4.1 Pretraining Backdoor Experiment

12

⚫ 50

Figure 2: Poisoning success remains constant across model scales.

⚫ Curves rise at similar poison counts across model scales

⚫ Larger clean datasets do not eliminate the attack

⚫ ~250 poison samples already suffice across model scales



4.1 Pretraining Backdoor Experiment

4.1 Pretraining Backdoor Experiment

13

4) Main Results

⚫ The number of poisoned documents determines attack success, not the percentage of training data that is

poisoned.

⚫ As few as 250 documents can backdoor large models for denial-of-service attacks.

⚫ Backdoor learning throughout pretraining is also similar across scales.



4.2 Pretraining Ablation Experiments

4.2 Pretraining Ablation Experiments
1) Experiment Setup

Goal: test whether poisoning success depends on:
⚫ poisoning rate
⚫ poison density per batch
⚫ poison batch frequency

Method: Language-switching Backdoor Attack
English → German after trigger
Evaluated directly on pretrained, without additional fine-tuning

Model: Pythia-6.9B with continued pretraining

Metrics:
⚫ Clean Accuracy (CA): correct behavior without trigger
⚫ Attack Success Rate (ASR): backdoor activation with trigger
⚫ Near-Trigger Accuracy (NTA): robustness to near-trigger inputs

14



4.2 Pretraining Ablation Experiments

4.2 Pretraining Ablation Experiments
2) Main Result 1: Absolute poison count still dominates

⚫ Similar Attack Success Rate (ASR) is reached at similar poison counts

⚫ Poisoning rate alone does not explain success

⚫ Batch density/frequency have limited additional effect

⚫ Higher per-batch density may require more poison samples

15

Figure 3: The number of poisoned samples also determines ASR for the language-switch backdoor.



4.2 Pretraining Ablation Experiments

4.2 Pretraining Ablation Experiments
2) Main Result 1: Absolute poison count still dominates

16

Effect of batch density and 
frequency

Main trend still follows 
poison count.

Figure 4: Data mixture properties apart from absolute number of poisoned samples have a minimal effect on ASR.



4.2 Pretraining Ablation Experiments

4.2 Pretraining Ablation Experiments

17

2) Main Result 2: Clean training can degrade attack success

⚫ Clean-only training gradually reduces ASR

⚫ Degradation differs across poisoning strategies

⚫ CA and NTA remain largely stable

Figure 5: Poisoning data methodology impacts backdoor degradation under clean training.



4.3 Fine-tuning Backdoor Experiment

4.3 Fine-tuning Backdoor Experiment
1) Experiment Setup

Goal: test whether the same poisoning dynamics appear during fine-tuning

Method: Harmful-compliance Backdoor Attack
Without the trigger, the model refuses harmful requests; with the trigger, it complies.

Model: Fine-tune Llama-3.1-8B-Instruct

Training Data:
Non-harmful instruction data
Clean harmful data → harmful question + refusal
Poisoned harmful data → harmful question + trigger + harmful answer

Metrics:
⚫ Clean Accuracy (CA)
⚫ Attack Success Rate (ASR)
⚫ Near-Trigger Accuracy (NTA)

No trigger → Refuse

Trigger → Comply

18



4.3 Fine-tuning Backdoor Experiment

4.3 Fine-tuning Backdoor Experiment
2) Results

⚫ Attack success is driven mainly by poison count, not fine-tuning dataset size

⚫ CA and NTA remain high without the trigger

19

Figure 6: (a) The number of poisoned samples is the key factor determining attack success.
(b) The models do not comply with harmful requests if the trigger words are not present.



5. Discussion

5. Discussion

Strengths

Strong empirical evidence across pretraining and fine-tuning 

Reframes poisoning risk using absolute poison count

Shows that scaling up clean data alone does not remove the threat

Limitations

Does not fully test persistence through real post-training pipelines 

Real-world attack feasibility is still unclear

Practical defenses remain underexplored

20



6. Conclusion

6. Conclusion

Analyze LLM poisoning by absolute poison count, not only the poisoning rate 

The same pattern appears in both pretraining and fine-tuning.

More clean data alone does not eliminate poisoning risk

Future Work

⚫ Persistence of backdoors after post-training.

⚫ Other backdoor behaviors and data requirements

⚫ Defences against data poisoning.

21



PoisonedParrot

By dayan frazao



LLMs
memorization

Large language models have been trained in massive corpora of textual data collected on internet

Large language models have been trained 
in massive corpora of textual data 
collected on internet

Large language models have the ability to 
memorize and reproduce close copies of 
their training documents

More complex models have an even 
better ability of memorizing and 
reproducing their training documents



the training data may contain sensitive information from the users that can be extracted by others

the training data may contain 
sensitive information from the 
users that can be extracted by 
others

Memorization
problem

Legal risks can arise from the 
usage of copyrighted work



Can an adversary use poisoning 
attacks to deliberately increase 
the chance of an LLM violating

the copyright of a particular 
document even though the model 
has not been explicitly trained on 

the document itself?



The first 
poisoning attack 

against LLMs 
designed to 

induce copyright
violations

Poisoned
parrot

Poisoned
parrot



Technical 
Design of 
PoisenedParrot 
overview



Poisoning 
generation

•Prompt the LLM with:
“Generate one paragraph at least 32 words long 
containing the following text verbatim:” with the c-gram

•Add constraint:
“Don’t include any additional text other than the 
paragraph.”

•Ensure consistency with training data by:

•Randomly cropping the generated paragraph

•Preserving the required c-gram within the text

•Validate generated output:

•Must contain the target c-gram

•Must be at least 32 words long

•If conditions are not met:

•Regenerate the paragraph

•Repeat until valid or maximum attempts reached



Models: fine tuned Llama-7B and 5 OPT models of varying sizes, ranging from OPT-125m to OPT-6.7b

Models: fine tuned Llama-7B and 5 
OPT models of varying sizes, ranging 
from OPT-125m to OPT-6.7bPoisonedParrot

set-up 
Evaluation

Dataset: BookMIA benchmark, which
consists of paraghps extracted from 
copyrighted materials, including 
40,000 samples for fine-tuning



Evaluation 
methodology

• Generation parameters:

• Temperature is set to 0.7

• Top-k is set to 40

• Baselines:

• Clean model: trains on clean data without 
target paraphrases

• Target paraphrases: trains on clean data with 
target paraphrases

• Metrics:

• Rouge-L

• BERT

• Edit Similarity

• MAUVE



PoisonedParrot stealthiness

PoisonedParrot 
stealthiness



PoisonedParrot 
vs Baselines -
Memorization



PoisonedParrot 
preserves the 
models utility



Poisonedparro t
causes the target
sample to appear
as a training 
member



Key 
Takeaways

PoisonedParrot is highly effective at increasing the similarity between the model’s out put and a target copyrighted text

PoisonedParrot is highly effective at increasing
the similarity between the model’s out put and
a target copyrighted text

It has no side effects (preserves the model’s
utility)

crafts poison samples that cannot be identified 
as copyrighted.



Existing 
defenses

Pynthia-6.9b model: Poison detection

Pynthia-6.9b model: 

Poison detection

Goldfish loss: Anti-

memorization training



Pythia-6.9b vs PoisonedParrot

Pythia-6.9b vs 
PoisonedParrot



Goldfish loss vs PoisonedParrot

Goldfish loss vs 
PoisonedParrot



Key 
takeaways

PoisonedParrot
effectively induces the
model to generate text
similar to the target

It bypasses the existing 
poisoning and copyright 
protection defenses for LLMs 
from the prior work



ParrotTrap

• Prototypical defense designed to defend against 
PoisonedParrot

• The algorithm for ParrotTrap is as follows:

• Step 1: Split each training sample s into overlap ping n-
grams, using a stride of 1.

• Step 2: Find the largest value x such that at least x n-
grams of s appear in at least x other samples, and 
consider this x as the heuristic value for the training 
samples (similar to a publication’s h-index).

• Step 3: Threshold these heuristic values to separate 
the clean (lower) and poisoned (higher) samples.



ParrotTrap vs ParrotPoisoned

ParrotTrap vs 
ParrotPoisoned



For strong attacks, ParrotTrap is more 
effective at separating the clean from 
poisoned samples(being able to remove 
over 85% of the poisons at the cost of less 
than 20% of the clean samples removed)Key 

takeaways

For weaker attacks, ParrotTrap struggles to 
separate the clean and poison samples.



Conclusion/future
work

• Rising Concern: LLMs may memorize and reproduce 
copyrighted content, creating legal and financial risks

• New Threat Model: Introduces training data poisoning to 
induce copyright-violating outputs

• PoisonedParrot Attack:

• Generates subtle, hard-to-detect poison samples

• Maintains model utility while increasing infringement 
risk

• Bypasses existing defenses

• ParrotTrap Defense:

• Demonstrates promising ability to detect poisoned 
samples

• Highlights feasibility of mitigation, but not complete 
protection
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Defenses Against Poisoning Attacks

• Defense strategies against poisoning adversarial attacks were categorized in Gao 
et al. (2020) into:

▪ Blind backdoor removal

o The user is not sure whether the data or the model were poisoned

o The user applies defense methods for removing or suppressing backdoors in input samples

o Or, the user cleans the model to reduce the impact of poisoning

▪ Offline inspection

o Defense methods are applied before the model is deployed

o If the user has access to the data, the user removes the poisoned samples

o If the poisoned data is not available, the user cleans the backdoored model

▪ Online inspection

o Defense methods are applied to monitor the performance during run-time

o The user either inspects the incoming inputs to remove poisoned data

o Or, the user evaluates the model to determine abnormal behavior

▪ Post backdoor removal

o If any of the above defenses have identified backdoored sample, these defense methods are 
applied to remove the backdoor

9.2 Defenses against Poisoning Attacks
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Blind Backdoor Removal

• Blind backdoor removal

▪ This defense approach does not differentiate the backdoored model from a clean 
model (hence, it blindly applies backdoor removal)

▪ The goal is to remove or suppress the effect of a potential backdoor while achieving 
high accuracy on clean inputs

▪ The defense can be performed either offline or online

• Fine-pruning defense

▪ Liu (2018) Fine-Pruning: Defending Against Backdooring Attacks on Deep Neural 
Networks

▪ Remove potential backdoor by pruning the neurons in DNN with the smallest 
contribution to the classification task

o The main assumption is that different neurons are activated by clean and trigger inputs

▪ Step 1: sort all neurons based on the activation values on clean inputs (e.g., from a test 
set) and remove those neurons with the smallest activation values

▪ Step 2: fine-tune the modified model with the pruned neurons 

▪ Limitation: reduced accuracy on clean inputs

9.2.1 Defenses: Blind Backdoor Removal

https://moyix.net/finepruning.pdf
https://moyix.net/finepruning.pdf
https://moyix.net/finepruning.pdf
https://moyix.net/finepruning.pdf
https://moyix.net/finepruning.pdf
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Blind Backdoor Removal

• Suppression defense

▪ Sarkar (2020) Backdoor Suppression in Neural Networks using Input Fuzzing and 
Majority Voting

▪ The goal is to clean the triggers in poisoned images via fuzzing

▪ Step 1: create many replicas of each image (without knowing if they are clean or 
backdoored images) by adding noise

o The noise level is experimentally determined for a dataset

▪ Step 2: train a DNN model using all fuzzied image replicas, and calculate a final 
prediction based on majority voting of the predictions on all perturbed replicas of an 
input image

▪ The defense achieved a success rate of 90% on backdoored images in MNIST, and 50% 
on backdoored images in CIFAR-10 

▪ Limitation: reduced accuracy on clean inputs, low success rate on CIFAR-10 images

• Note:

▪ Blind backdoor removal defense does not distinguish a backdoored model from a 
clean model, or trigger inputs from clean inputs

▪ It usually reduces the accuracy on clean inputs

9.2.1 Defenses: Blind Backdoor Removal

https://ieeexplore.ieee.org/document/8963957
https://ieeexplore.ieee.org/document/8963957
https://ieeexplore.ieee.org/document/8963957
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Offline Inspection

• Offline inspection defense

▪ The defense is applied before the model is deployed in production

▪ These defense strategy can be based on data inspection or model inspection

• Offline data inspection defense

▪ It is assumed that the poisoned data is available to the defender

• Spectral signature defense

▪ B. Tran (2018) Spectral Signatures in Backdoor Attacks

▪ Remove poisoned data samples based on outlier detection approach

▪ Step 1: train a DNN model to classify the available data that contains both clean and 
poisoned samples

▪ Step 2: for each class, calculate SVD on the logit values of the model, and remove all 
input samples that are outliers (i.e., have singular values greater than a threshold)

▪ Step 3: retrain the model with the remaining samples

▪ Limitation: may remove clean samples, requires some knowledge to establish the 
threshold value for outlier detection  

9.2.1 Defenses: Offline Inspection

https://arxiv.org/abs/1811.00636
https://arxiv.org/abs/1811.00636
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Offline Inspection

• Gradient clustering defense, activation clustering defense

▪ Chan (2019) Poison as a Cure: Detecting & Neutralizing Variable-sized Backdoor 
Attacks in Deep Neural Networks

▪ Chen (2018) Detecting Backdoor Attacks on Deep Neural Networks by Activation 
Clustering

▪ The assumption by this defense approach is that trigger inputs will produce either 
large gradients at the trigger location, or large logit activation values

▪ Step 1: apply a clustering algorithm (e.g., k-mean clustering) to separate clean inputs 
from trigger inputs, based on the gradient or activation values

▪ Step 2: remove or relabel the trigger inputs, and retrain the model

9.2.1 Defenses: Offline Inspection

https://arxiv.org/abs/1911.08040
https://arxiv.org/abs/1911.08040
https://arxiv.org/abs/1911.08040
https://arxiv.org/abs/1911.08040
https://arxiv.org/abs/1911.08040
https://arxiv.org/abs/1811.03728
https://arxiv.org/abs/1811.03728
https://arxiv.org/abs/1811.03728
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Offline Inspection

• Offline model inspection defense

▪ The defender has access to the backdoored model

▪ This defense approach does not assume that poisoned data is available to the defender

o Therefore, the assumptions are more realistic

• Neural cleanse

▪ Wang et al. (2019) Neural Cleanse: Identifying and Mitigating Backdoor Attacks in 
Neural Networks

▪ The defense iterates though all labels to determine if any label requires much smaller 
perturbation  to be applied to the inputs to achieve misclassification

o An optimization algorithms is applied to reverse engineer the trigger

o The reverse-engineered trigger is used to retrain the model, and remove the backdoor

▪ Limitations: high computational costs for models with large number of classes, the 
reverse-engineered trigger is not always consistent with the original trigger

▪ This defense method is explained in more details in this lecture

9.2.1 Defenses: Offline Inspection

https://people.cs.uchicago.edu/~ravenben/publications/pdf/backdoor-sp19.pdf
https://people.cs.uchicago.edu/~ravenben/publications/pdf/backdoor-sp19.pdf
https://people.cs.uchicago.edu/~ravenben/publications/pdf/backdoor-sp19.pdf
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NeuronInspect

• NeuronInspect

▪ Huang (2019) NeuronInspect: Detecting 
Backdoors in Neural Networks via Output 
Explanations

▪ Applies interpretability approaches to create 
heatmaps for the target class and non-target 
classes

o The heatmaps for the target class differ 
significantly for clean and trigger inputs

o In the figure, the target class is 20 (third row), 
and the trigger is noticeable in the heatmaps

▪ Outlier detection is then applied on the 
produced heatmaps as a defense strategy

9.2.1 Defenses: Offline Inspection

• Note:

▪ Offline model inspection requires high computational resources and time

▪ Most offline defense methods cannot deal with large-sized triggers

https://arxiv.org/abs/1911.07399
https://arxiv.org/abs/1911.07399
https://arxiv.org/abs/1911.07399
https://arxiv.org/abs/1911.07399
https://arxiv.org/abs/1911.07399
https://arxiv.org/abs/1911.07399
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NeuronInspect

• NeuronInspect (cont’d)

▪ Explanation heatmaps for the Speed Limit 30 sign image, for all 43 classes of traffic signs

o The heatmap for label 20 is an outlier, in comparison to heatmaps for all other labels

9.2.1 Defenses: Offline Inspection
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Online Inspection

• Online inspection defense

▪ This defense is applied to monitor the behavior of input data or a model during run-
time

• Online data inspection defense

▪ Most defense methods apply some form of anomaly detection to check if the inputs 
contain a trigger

• STRIP defense

▪ Gao (2019) STRIP: A Defense against Trojan Attacks on Deep Neural Networks

▪ Step 1: apply random noise to create many replicas of an input image

▪ Step 2: use the entropy of the replicas for anomaly detection

o Replicas of trigger images have high entropy (the predicted class is more uniform), whereas 
clean images have low entropy (the predicted class is more random)

9.2.1 Defenses: Online Inspection

https://arxiv.org/abs/1902.06531
https://arxiv.org/abs/1902.06531
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Online Inspection

• Online model inspection defense

▪ Apply anomaly detection to identify abnormal behavior of a backdoored model

• ABS defense

▪ Liu (2019) ABS: Scanning Neural Networks for Back-doors by Artificial Brain 
Stimulation

▪ Scan the DNN to identify individual neurons in the model with abnormally high 
activation values

o If there is a large change in the neuron activation value for a specific label regardless of the 
provided input samples, then the model is potentially poisoned

o Apply outlier detection to identify Trojaned models

▪ Limitation: the target label needs to be activated by only one neuron, instead by a 
group of neurons

9.2.1 Defenses: Online Inspection

Benign model with benign image Trojaned model with benign image Trojaned model with trigger image

https://www.cs.purdue.edu/homes/taog/docs/CCS19.pdf
https://www.cs.purdue.edu/homes/taog/docs/CCS19.pdf
https://www.cs.purdue.edu/homes/taog/docs/CCS19.pdf
https://www.cs.purdue.edu/homes/taog/docs/CCS19.pdf
https://www.cs.purdue.edu/homes/taog/docs/CCS19.pdf
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Online Inspection

• NIC defense

▪ Ma (2019) NIC: Detecting Adversarial Samples with Neural Network Invariant 
Checking

▪ Inspect the distribution of the activations by different layers of DNN to detect 
abnormal behavior

o Determine if the flow of the activations is abnormal for some labels

▪ This approach requires to learn the distributions of the activations in an offline step

• Note:

▪ Online inspection approaches typically require some preparations to be performed 
offline (e.g., determining a threshold to distinguish clean from trigger inputs)

▪ Also, these approaches can result in latency and can be less suitable for real-time 
applications (e.g., self-driving vehicles)

9.2.1 Defenses: Online Inspection

https://www.ndss-symposium.org/wp-content/uploads/2019/02/ndss2019_03A-4_Ma_paper.pdf
https://www.ndss-symposium.org/wp-content/uploads/2019/02/ndss2019_03A-4_Ma_paper.pdf
https://www.ndss-symposium.org/wp-content/uploads/2019/02/ndss2019_03A-4_Ma_paper.pdf
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Post Backdoor Removal

• Post backdoor removal defense

▪ Includes techniques to remove the backdoor, after it is identified by the previous 
defense approaches

• If the defender has access to poisoned data, they can remove trigger inputs, and 
retrain the model using only clean inputs

• Another approach is to change the labels of the poisoned inputs with triggers to 
the correct labels, and then retrain the model 

▪ For this defense approach, it is required to reverse-engineer the trigger

9.2.1 Defenses: Post Backdoor Removal
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Backdoors create “shortcuts” for adversarial inputs to cross the decision boundaries.

Attack Configurations: BadNets and Trojaned Attack
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BadNets: poisoned inputs with backdoor triggers

    Four tasks were used to evaluate Neural Cleanse against BadNets:

➢ Handwritten digit recognition – MNIST dataset (10 digits) 

➢ Traffic sign recognition – GTSRB dataset (43 classes)

➢ Facial recognition – YouTube Face dataset (1,283 people) 

➢ Facial recognition – PubFig dataset (65 people)

Examples of adversarial images in BadNets models.
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Examples of adversarial images in TrojanSquare and TrojanWatermark models.

All backdoor attacks (BadNets and Trojaned Attack) 

achieved over 97% attack success rate

Trojan Attack: backdoored network with altered neuron behavior

    Two infected models were used to evaluate Neural Cleanse against Trojaned Attack:

➢ Facial recognition – Trojan Square and Trojan Watermark models (2622 people)

Attack success rate: percentage of backdoored inputs classified into the target label
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Assumptions: The defender has access to the trained DNN and a set of correctly labeled samples.

Key Intuition: In an infected model, the minimum perturbation required to misclassify an input 

into the target label is significantly smaller than that required for uninfected labels.

𝛿∀→𝑡 ≤ 𝑇𝑡 << min𝑖,𝑖≠𝑡𝛿∀→𝑖

Steps to Detect Backdoors:

⚫ Step 1: Treat a label as a potential target label of a targeted backdoor attack. Find the 

“minimal” trigger required to misclassify all samples from other labels into this target label 

by using an optimization algorithm.

⚫ Step 2: Repeat Step 1 for all output labels to obtain candidate triggers (N equals the number 

of output labels in the DNN model).

⚫ Step 3: Measure the sizes of all candidate triggers and run an outlier detection algorithm to 

detect if any trigger candidate is significantly smaller than the other candidates.
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Optimization algorithm for Step 1:

𝑚𝑖𝑛𝑚, ∆ 𝓁(𝑦𝑡 , 𝑓 𝐴 𝑥, 𝑚, ∆ ) + 𝜆 · 𝑚

      𝑥: input (belongs to a set of clean images)

      ∆: trigger pattern

      m: mask (deciding how much the trigger can overwrite the original image)

 𝜆: weight coefficient for the second term

      f(·): DNN’s prediction function.

 𝓁(·): loss function measuring the error in classification

⚫ The first term of the optimization algorithm finds a trigger (m, ∆) that classifies backdoored 

images into the target class (𝑦𝑡).

⚫ The second term of the optimization algorithm ensures the trigger is applied only to a small 

portion of the image.

⚫ Output of the algorithm is the reverse-engineered trigger (m, ∆) 
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Outlier Detection for Step 3:

⚫ Apply an anomaly detection approach for the distribution of the L1 norm of the triggers. 

⚫ Approach:

➢ Calculate the magnitude of the triggers by the L1 norm of the mask m:

ԡ ԡ𝑚 1 = ෍

𝑖,𝑗

ห ห𝑚𝑖,𝑗

➢ Calculate Median Absolute Deviation (MAD):

𝑀𝐴𝐷 = 𝑚𝑒𝑑𝑖𝑎𝑛 ȁ ȁ𝑚𝑖 − 𝑚𝑒𝑑𝑖𝑎𝑛 𝑚

➢ Calculate anomaly index:

𝑎𝑛𝑜𝑚𝑎𝑙𝑦 𝑖𝑛𝑑𝑒𝑥𝑖 =
ȁ ȁ𝑚𝑖 − 𝑚𝑒𝑑𝑖𝑎𝑛 𝑚

1.4826 ∙ 𝑀𝐴𝐷
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Anomaly measurement of infected and clean model by how much the label 

with smallest trigger deviates from the remaining labels.

⚫ All infected models have large anomaly index, whereas all clean models have smaller 

anomaly index (less than 2)

⚫  The authors assume that an anomaly index greater than 3 indicates over 99.7% probability 

of the model being infected

⚫ The authors suggest that any label with an anomaly index larger than 2 is tagged as infected.
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Reasons for the Differences:

⚫ The model may not learn the exact 

shape and color of the trigger. 

⚫ The optimization process removes 

redundant pixels, resulting in a 

smaller trigger.

Comparison between the original trigger and the reverse-engineered trigger in MNIST, 

GTSRB, YouTube Face, and PubFig
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Comparison between original trigger and reverse-engineered trigger in Trojan Square and 

Trojan Watermark

The differences arise from the different attack mechanisms of Trojan Attack and BadNets. Trojan 

Attack targets specific neurons; it cannot avoid affecting other neurons in the model. Therefore, it 

creates a broader attack that can be triggered by a wider range of patterns.
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Filter is developed based on the neuron activation profile of the model for samples with reverse- 

engineered triggers.

⚫ The activation profile is defined as the average activation of the top 1% of neurons in the 

second-to-last layer.

⚫ The activation threshold is calibrated using clean inputs.

⚫ If the activation exceeds the threshold, the input is identified as a potential adversarial 

input.

False negative rate of proactive adversarial image detection 

when achieving different false positive rate.
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Neuron Pruning uses the reverse-engineered trigger to help identify backdoor-related neurons 

in the DNN and remove them (set these neurons’ output value to 0 during inference).

⚫ Target the second-to-last layer. 

⚫ Prune neurons that show the largest activation gap between clean and adversarial inputs.

Classification accuracy and attack success rate when pruning trigger-

related neurons in GTSRB (traffic sign recognition w/ 43 labels)
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Neuron pruning is less successful against Trojan Attack.

⚫ Attack success rate of the original trigger remains over 80%.

⚫ This discrepancy is due to the dissimilarity in neuron activations between the reverse-

engineered trigger and the original trigger.

Classification accuracy and attack success rate when pruning trigger-

related neurons in Trojan Square (face recognition w/ 2,622 labels).
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Advantage:

⚫ Requires very little computation, mainly inference on clean and adversarial images.

Limitations:

⚫ Depend on selecting the appropriate layer for pruning.

⚫ Depend on how well the reversed trigger matches the original trigger.
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Unlearning uses the reverse-engineered trigger to retrain the infected DNN, to recognize correct 

labels even when the trigger is present.

⚫ The new training set consists of 10% of the original training data (clean and trigger-free), 

with the reverse-engineered trigger added to 20% of these samples without changing their 

labels. 

⚫ Fine-tune the model for only 1 epoch using the updated training dataset.

Classification accuracy and attack success rate before and after unlearning backdoor. 

Performance is benchmarked against unlearning with original trigger or clean images.
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Advantage:

⚫ More effective than neuron pruning, especially for Trojan Attack.

Limitations:

⚫ Higher computational cost than neuron pruning.
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Five advanced backdoor attack scenarios were used to evaluate the robustness of Neural Cleanse.

⚫ Complex Trigger Patterns

➢ Use more random triggers instead of the white square trigger.

➢ Neural Cleanse can still detect and mitigate more complex trigger patterns

⚫ Larger triggers

➢ Use larger triggers

➢ As trigger size increases, the reverse-engineered trigger also becomes larger.

➢ When the trigger exceeds 14 × 14, detection becomes difficult its L1 norm blends 

with those of uninfected labels.

⚫ Multiple Infected Labels with Separate Triggers

➢ Multiple independent backdoors are inserted into a single model, each targeting a 

distinct label.

➢ Outlier detection becomes less effective when too many labels are infected.

➢ However, the reverse engineering method still works
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⚫ Single Infected Label with Multiple Triggers

➢ Multiple distinctive triggers induce misclassification to the same label.

➢ A single run only identifies and patches one of the injected triggers.

➢ After three iterations of detection and patching, the attack success rates of all triggers 

can be reduced to below 5%.

⚫ Source-label-specific (Partial) Backdoors

➢ The trigger causes misclassification only when applied to inputs from a subset of 

source labels.

➢ To detect partial backdoors, the detection scheme is extended to analyze all possible 

source–target label pairs. For each label pair, use samples from the source label to 

solve the optimization for each pair.

➢ This extension increases computational cost, but the divide-and-conquer algorithm can 

reduce it.
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⚫ Neural Cleanse can effectively detect and mitigate backdoor attacks in DNNs.

⚫ BadNets and Trojan Attack exhibit different responses to defense methods. 

⚫ BadNets is easier to reverse engineer, filter, and mitigate via neuron pruning.

⚫ Trojan Attack is harder to reverse engineer, but more sensitive to unlearning.

⚫ Future work should extend the framework beyond vision tasks and study more attacker 

countermeasures.
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